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Introduction
The vision behind the APTracker system (http://www.aptrackers.com/tracker),
is to employ statistical sampling methods in order to track the academic
progress of children at school. This document tells a story; we explain our
methods in detail, step by step, and finally show how we arrive at a progress
indicator.
Our point of departure is little Johnny, attending an arbitrary school and being
taught a selection of subjects. The class consists of a number of students;
some are smart, some not so smart, but none are equally smart at
everything.
In general, parents have a vested interest in their childrens progress. Their
reasons vary, but informed parents can have a very real impact on their
childrens school careers. Our intent is to keep Johnny's parents informed, so
that they can take appropriate action to positively influence his career.

Starting out: the status quo
Schools use class tests and exams to guage the current standard maintained
in the classroom. These marks are collected and collated by the school, and
presented to parents, normally with a frequency of once a term. Parents have
scheduled meetings with teachers, where they are given the opportunity to
discuss the childs progress, and highlight any problems or actions to take.
While the above process has been employed for decades, and is arguably
effective, APTracker believes it can be improved upon.

Test marks; are they enough?
In Johnny's class, they complete a 15 minute spelling test every week, each
test being out of 10 marks. At the end of the term, the class has written 12
tests. The results are averaged to obtain a final mark for spelling, and a term
report line item shows that Johnny achieved 65% for this subject.
Does this show whether Johnny is progressing or regressing?
Parents compare the 65% achieved in the term mark to the 63% achieved in
the prior term, and conclude that Johnny is showing hardly any progress. In
fact, this is not necessarily true.
One must bear in mind that the difficulty of the tests also increase over time,
to keep track with the learning curve. In other words, the tests given at the
start of the term were easier than those seen at the end. The learning curve
should approximate the logistic curve, as depicted below.

In the beginning of the curve, Johnny's knowledge increases slowly. In the
middle, it increases
prodigiously, and toward the
end, his progress tapers off
again. In effect, if the term
mark does nothing other
than stay the same each
term, one must conclude
that there is learning taking
place, and thus, an inherent
academic progress.
The curve repeats itself for each subject, and for each concept taught within a
subject. The length of time varies depending on the content of the material
being taught and the learning ability of the learner.

Measuring the standard
What is the standard for learning? Teachers follow a formal plan during their
courses, called a curriculum. This plan names the subjects as well as defines
the content of each subject to be taught. Knowledge of the curriculum
content is what is tested in class tests and exams. All schools follow a
standardised curriculum, and might optionally add to content, but never
ignore what is defined by the standard.
As one progresses through the curriculum, some material may be repeated,
but at each step, certain knowledge is assumed in order to build on the
following concepts. An example of this, is that before one may teach creative
writing, a prior knowledge of basic sentence structure and language is
assumed.
Effectively, class tests therefore test prior knowledge to determine how
quickly to progress with learning.
If a class is seen to have a low average in a class test, the teacher knows that
the group as a whole has not yet reached the required standard to progress to
the next level. If the class average is high, the teacher can quickly move on
to the next stage.
Getting back to that 65% Johnny achieved in spelling; What does it mean if
the class average was 45%? What If the class average were 75%?
A class average higher than Johnny's mark does not mean that he is somehow
not performing. A mark of 65% still means that he has 65% of the required
tested knowledge. If the class average is higher, it simply means that
Johnny's class mates know more. However, if the class average is growing
faster between terms than Johnny's test mark, it means that he is not
progressing quite as quickly as the class, and may be falling behind.
Thus far, we have discussed only what may already be derived from formal
learner reports as provided by the school. The point is, who really analyses a
report to this extent? It is hard to do this subject by subject, and a quick
glance is all parents usually take to get some idea. On the other hand, what
may be intended to inform may just have the opposite effect.

Distribution of marks
Class tests are normally not considered beyond a class average, or perhaps
where a learners mark lies relative to that average. Another aspect is
important though; how were the class marks distributed? Were the class
marks tightly clustered around the average, or were they spread out?
Revisiting Johnny's average mark of 65%; would it matter if we knew that the
rest of the class all achieved marks between 70% and 80%, and that Johnny
was effectively trailing the rest of the class? APTracker thinks that this does
matter- a lot!
In a typical class test, the distribution for marks would generally see most
students having marks close to the average. The farther from the average,
the fewer students would be clustered around that point.

Lets look at an example. Johnny's class has 27 students. Say we had, as a
spelling test result out of 10 marks, the number of correct words: 6, 5, 6, 5, 4,
6, 9, 6, 2, 6, 5, 4, 6, 1, 9, 3, 5, 6, 3, 7, 7, 3, 4, 6, 6, 4 and 2. One thing we can
do to look at the distribution, is to organise the numbers vertically, like this:
0:
1: 1,
2: 2,
3: 3,
4: 4,
5: 5,
6: 6,
7: 7,
8:
9: 9,
10:

2,
3,
4,
5,
6,
7,

3,
4, 4,
5, 5,
6, 6, 6, 6, 6, 6, 6,

9

You will note that by far the
most students achieved a
score of 6, and at the
edges, only one student
achieved 1 correct word,
and two students achieved a score of 9. To get the average for this test, we
add all the numbers, and divide the total by the count. In this case, the sum
is 136, and the count is 27 marks, for an average of 5.04. So, one can clearly
see how the marks are clustered around the average, tapering off to the
limits.
It is known that marks scored in class tests generally follow a “normal”
distribution (or Gaussian distribution), which is a frequency distribution with a
distinctive bell shape. The above graph shows our sample data displayed as
a histograph, and fitted against a normal distribition.
Things all gets rather complicated though, when we want to compare
distributions of different tests with different averages and spreads, and so we
standardise the distribution using some statistics, ending up with what is
known as a standard normal distribution.

The standard normal distribution
Definition: A standard normal distribution is a normal probability distribution
function where the total probability (area below the curve) adds to a total of
1, or in other words 100%, with a standard deviation of 1 and an average of
zero.
The way we derive a standard normal distribution, is as follows:
We start by comparing each value to the average, and calculate how much
the values in general differ from the average. This gives us an idea of the
amount of clustering or spread around the average.
So, for the above numbers;
[(6-5.04) + (5-5.04) + (6-5.04) + … + (2-5.04)] / count
= [0.96
+ -0.04
+
0.96 + … +
-3.04 ] / count
but, you can see that this doesn't work, as some of the results are negative!
So, to get rid of the negative values, we multiply each value by itself:
[(0.92)^2 + (-0.04)^2 + (0.96)^2 + … + (-3.04)^2] / count
The notation x^2 simply means x*x
But the result is the average of the squares of the differences, so we need to
take the square root of the result to get a value comparable to our original
marks. We have just calculated the “standard deviation”, or “sigma”. The
formula is:
sigma=square root( sum([x-average]^2)/count )
For the marks in our example, the standard deviation is 1.95
Another name for [ sum([x-average]^2)/count ] is the variance.
The standard deviation is quite important to us, because it describes the
spread or clustering of marks around the average.
How about we actually force the average for all tests to be the same? In fact,
if all that we are trying to do is standardise, why not just eliminate the
average by subtracting it? We will end up with a bunch of positive and
negative numbers clustered around zero:
6-5.04, 5-5.04, 6-5.04, 5-5.04, 4-5.04, …, 2-5.04
=
0.96, -0.04,
0.96, -0.04, -1.04, …, -3.04
We can then eliminate the effect of clustering by dividing by the standard
deviation:
0.96/1.95, -0.04/1.95, 0.96/1.95, -0.04/1.95, …, -3.04/1.95
=
0.49,
-0.02,
0.49,
-0.02, …, -1.56
The above numbers are known as the “Z score”, or alternatively, the
“standard score”, and are the actual scores scaled by the standard deviation,
and with the average based to zero.

You will note that the act of dividing the values by standard deviation means
that the standard deviation for all the Z score values will be 1. Recalling the
definition of the standard normal distribution function, this means that Z
scores can be plotted directly against the standard normal distribution! We
have just discovered how to standardise all of our tests marks in a way that
makes them comparable.

Ranking students
For a given probability density function, statistical tables allow us to
determine probability from the Z score. Another way, if you have a computer
(and we have), is to use the cumulative distribution function (CDF) to do the
same thing.
The probability (or area under the normal curve preceding Johnny's mark) can
be seen as a ranking; for example, “70% of the class would have performed
poorer than Johnny”. Another way of saying this, is “7 out of 10 students
would have done worse”, or “Johnny is 3rd in his class of 10”. This probability
is Johnny's Percentile Rank.
Of course, Johnny's class is 27 students, not 10, so if Johnny's percentile rank
is 70, his rank in relation to his class is 27 * 70% = 18.9 rounded to 19.

Showing progress
APTracker shows progress over time by displaying the individual probability
ranking in a distinctive graph. First, we
show a 'top view' of the normal
distributions for each test: average +/standard deviation.

Then we draw the learner's achieved
mark as a line graph on top of the
same graph.

Finally, we show the learner's
percentile rank as a bold blue line
graph overlaid on the previous graph.
There is an even more important
aspect to progress though; It's
important to see how a learner
progresses in relation to his class group, but arguably even more important to
monitor how a user progresses against his own prior performance.

Rating a learner against himself
Let us take a moment to review the nature of the Z scores again. For the
normal distribution, the chance of having a Z score of zero (or average) is
highest. In fact, Z scores
between -1 and +1 comprise
68% of all test results. Around
95% of all Z scores fall in the
range -2 to +2, and 99.7% fall
into the range -3 to +3. This
reflects the fact that it's pretty
hard for learners to
continuously maintain very
high or very low scores.

In order to rate a learner against his
own past performance, APTracker uses
the Z score for the last 5 tests in the
benchmarked subjects against time,
and draws an imaginary line that best
fits the points. This process is called
“linear regression”. APTracker then
extrapolates (lengthens and projects)
the line a month into the future, and
determines the value of the end point.
In other words, APTracker asks the question: “Given the performance of the
learner for the past five Z scores, if the learner continues his current trend,
what will his Z score be in a months time?”
The resulting projected Z score is then used to classify the learner into one of
five categories:
Emotion

Projected Z Score

Sad

Less than -1.5

Grumpy

Greater than -1.5 but <-1

Happy

Greater than -1 but <1

Very Happy

Greater than 1 but < 1.5

Ecstatic

Greater than 1.5

ICON

It is entirely possible for a person scoring in the 80's to receive a “Grumpy”
rating if the trend is significantly downward. This serves as an early warning
system to parents and teachers when a learner is struggling, or performing
particularly well.
When motivating students, teachers and parents often mistake learners with
high scores as those who are performing well, and send the wrong signals
with “well done, keep it up”. This can be extremely demotivating when a
learner knows he has not been expending any effort. Conversely, a negative
signal to a low scorer who has been busting his back to improve can be
equally demotivating.
APTracker provides the tools to recognise when a high scorer should be
grumpy, or a low scorer should be very happy with his progress.
Consider the following examples:

Other than the individual learner's
marks, we used the same test
reference data in each of these
graphs. It is clear that the
emoticon rating has very little to do
with how much a learner achieved
in reported term marks, and
everything to do with his most
recent performance.

Averaging marks
The marks presented to parents for a given subject, say spelling, are not
those for the most recent spelling test, but an average for all of the spelling
tests during a term.
Given that the learning curve increases over time, and the difficulty of the
work has increased commensurately, is it valid to just average all of these
tests? Considering that the spread of marks (as represented by the standard
deviation) differed between each test, would that not invalidate the average
mark as presented in a learner term report?
The answer lies in interpretation. The average as presented in a term report
simply shows an average achievement for the term. Of course, APTracker is
more concerned about measuring progress than it is about average
achievement, so we do things a little differently.
As we have mentioned, the tests
set by teachers are intended to
measure current knowledge against
progressive stages in a curriculum.
Assuming our tests defined earlier
spanned the entire curriculum, and
were to be plotted against it, we
would see that some learners start
out knowing more than the
required standard, and some less.
The same situation applies at the end of the curve.
Using the curriculum as a standard for tests, allows us to simply vector out
the effect of the learning curve, and view tests on an even basis. When seen
in this light, it is entirely valid to present an average for all tests for a given
subject in term reports as an indicator for average achievement.
How about average progress?
As discussed previously, to effectively measure progress, we need to take not
just averages into account, but also the distribution of test marks. To
combine multiple tests, we must also average variance for the tests, in
addition to averaging the individual test averages. Recall that the standard
deviation is just the square root of the variance. We already know that after
reducing a learner score to a Z Score, the test results are comparable.
Luckily, a researcher called Cramèr
proved in 1936 that the sum of two
normal distributions is another normal
distribution with variance equal to the
sum of the individual variances, and
average equal to the sum of the
averages. This allows us to easily
produce a combined test from two or
more tests for purposes of monitoring
progress.
Combining tests allows us to improve the accuracy of our performance
estimates and forecasts.

In Conclusion
Our story shows how we measure progress for students over time, and finally
distill that information into a single progress indicator, in the form of a smiley
face. Although we begin with a comparitive analysis, by the time we see a
smiley, the progress indicator is no longer measuring the learner against his
class, but purely against his own prior performance.
We have discussed the presentation of information as graphs, and how these
graphs are produced. Starting with the frequency analysis of the sample
space, we have shown step by step how we produce a progress chart.
This document covers some of the theory behind our analysis methods,
starting with the assumption that we are already in posession of marks for
students having written class tests. Other topics, such as the generation and
completion of assessment forms, the theory of early childhood development
(ECD) assessments, and the APTrackers communications system are
presented as companion documents.

